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ABSTRACT 
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INTRODUCTION 

The increasing number and complexity of advanced driving assistance systems require an ever increasing amount of field 
data. Data corresponding to actual use of vehicles by ordinary drivers, in real driving conditions is indeed necessary to 
calibrate new systems, identify their shortcomings and evaluate their impact. Although necessary, experiments in 
controlled conditions such as test-bench, test-track or driving simulator, only allow observations in a finite number of 
predefined and generally simplified scenarios. Conversely, field tests allow assessing the efficiency of products in real 
conditions, and the identification of problematic scenarios which may not have been considered otherwise during the 
design phase. 

Advancements in technology have made large scale field operational tests, with hundreds of instrumented vehicles, driven 
on open road without any kind of restriction or recommendation by ordinary drivers, a reality. This new methodology 
allows observing every kind of real life scenario, and assessing its statistical significance. However, if collection of much 
larger datasets than ever is now affordable, using these datasets to extract relevant knowledge and sound results still 
brings a lot of challenges. 

We will expose here the general methodology of naturalistic driving data collection and analysis, and show how we 
support it in a generic data processing and analysis framework largely implemented in MATLAB. 

CONTEXT 

NATURALISTIC DRIVING 

Naturalistic driving is a relatively recent research method for the observation of everyday driving behaviour of road users. 
It typically relies on large fleets (tens to thousands) of drivers -or riders- whose personal vehicle is instrumented using 
near invisible and totally autonomous sensors and data recorders. These systems collect data about the user’s state and 
actions (e.g. steering, braking, but also head and eye orientation...), the vehicle’s dynamics (speed, acceleration, yaw 
rate...), the environment (surrounding vehicles and infrastructure). Data collected in real time can be enriched using other 
data sources, such as traffic, weather, or geographical databases. Figure 1 below shows the vehicle instrumentation 
designed by CEESAR for EUROFOT [1] project, further described in [2]. 



 

Figure 1. Components of CEESAR’s modular Data Acquisition System, as used in EUROFOT. 

FIELD OPERATIONAL TESTS 

When naturalistic driving and experimental approaches are mixed, the term Field Operational Test is used. Typically, road 
users’ behaviour will be observed before and after the introduction of an innovation, such as a driving assistance system, 
which has to be evaluated. Measuring the differences in behaviour before and after experiencing the change allow, using 
different models and statistical methods, to evaluate the impact of the innovation on a lot of different criteria (safety, 
efficiency, environment, cost-benefit ratio...) [3]. 

DATA PROCESSING AND REDUCTION 

Before being usable for any kind of statistical analysis, the original raw data has to be greatly transformed into 
‘aggregated’ or ‘reduced’ data. 

Raw data consists essentially of what has been recorded in instrumented vehicles: CAN data, GPS logs, Video files. This 
data is continuously recorded in uncontrolled conditions. This results in its content being unpredictable, and driving 
situations which are relevant for a specific kind of analysis having to be detected among thousands hours of recorded 
data. Other kinds of raw data include experimental context (who drives which vehicle, in which vehicle is which 
datalogger...), geographical database, and questionnaires. Depending on characteristics of the fleet and data acquisition 
systems, raw data can be heterogeneous: different cars can have different CAN signals or a different instrumentation 
level, and data from very different data collection campaigns could be used in a joint analysis. 

Aggregated data derives from raw data but is usable for statistical analysis: it has been reduced, structured and 
contextualized. Thanks to the relational model of the database in which aggregated data is finally stored, similar situations 
in hundred thousand different trips can be linked and compared. This way, the influence of independent variables (e.g. 
driver’s profile, road type, weather, traffic density, use of a driving assistance system..) on characteristics of a specific 
driving situation (e.g. minimum headway before overtaking) can be measured. 

Building a usable aggregated dataset requires performing on each separate trip, the steps defined below. 

1. Data upload: data is transferred form the vehicle and registered into a data management platform. Depending on 
the size of collected data and accessibility to vehicles, data is transferred by GSM modem or LAN. 

2. Conversion: data files, generally encrypted binary files, whose number and format depends on the acquisition 
systems which are used, are converted into MATLAB files, following a standard structure which allows storing trip-
related data (time-history signals, trip attributes, event-based data...) 

3. Preprocessing: converted files, whose content may differ depending on their origin, are all harmonized following 
the same pattern (i.e. each trip file will have the same content as the other, for instance the same list of signals, 



except for some optional content which may or may not be available). Synchronization between different data 
sources is performed, as well as common data enrichment from geographical database. 

4. Processing: A succession of user-defined scripts (later called user scripts) is evaluated to calculate derived 
metrics such as situational variables, detect and characterize specific events, and compute values of performance 
indicators for relevant situations. During this data reduction process, video-based manual coding allows the 
modification of some information. For each trip, this results in a set of reduced or aggregated data (events and 
their attributes, situations and their performance indicators) which is suitable for the analysis.  

5. Data storage: Original signals, derived metrics and aggregated data are stored in a relational database. All meta 
information (i.e. information about the data) is also stored in the database. This includes for instance the 
description of experimental or aggregated data, as well as the description of the complete data reduction process 
and its history. As a result, although original trip files and video files are kept in a file-based storage, the database 
is self-documented and hence contains all the information necessary for data analysis.  

Using the relations between entities from the database, the analysts are then able to define filters and directly access the 
aggregated data corresponding to the entire dataset, (i.e. data from all the trips) which are relevant and necessary to test 
each hypothesis. 

CHALLENGES 

Due to the attributes of naturalistic driving projects, successfully implementing the process described above brings several 
crucial challenges 

Data size and unpredictability. Not only, the amount of data which is collected can be extremely large, but since data 
collection conditions are not controlled, data content itself is highly unpredictable. This results in great constraints on data 
processing reliability: each algorithm must run and deliver valid results in any kind of conditions. 

Collaboration. Large scale studies typically involve a large amount of researchers, performing different kind of analysis. It 
must be possible for each of them to get what he/she needs from the data, collaborating and/or not interfering with others. 

Feedback loops. Extensive pilot testing carried out on the field, and data collected during this phase is used to develop, 
test and optimize the processing and reduction methods. However, despite this preparation, the tasks described above 
will not be executed only once and for all. Indeed, one of the benefits of the naturalistic approach is to collect enough data 
in uncontrolled conditions, to observe and then explain events and effects which couldn’t be anticipated or observed in 
more controlled conditions. Therefore, a feedback loop between impact assessment and data reduction is absolutely 
necessary: analysts will request new or modified performance indicators, and manual coding from video will identify 
shortcomings in classification algorithms. Hence, new data entities and new scripts will continuously be created while 
other will evolve into newer versions, needing refreshing of data already stored in the database. 

As a result, data processing not only is a very intensive task, due to the quantity of data, but also a very complex process, 
where several scientists must be able to efficiently collaborate to produce knowledge from an initially unstructured and 
huge dataset. 

Because of such complexity, proper tools are necessary to support data reduction, and enforce best practice. Those tools 
have been implemented in an integrated data processing framework, which is presented here, first through the 
requirements it supports, then through its implementation. 

REQUIREMENTS 

In an environment where several teams of researchers are collaborating and where new data is continuously acquired, 
the data processing framework supports both the initial data processing and storage of new trips, but also the refreshing 
of previous trips, when modifications in the algorithms or manual coding have been done. To allow this, it has been 
implemented following very strict principles: 

1. Technical activities (data management) and scientific activities (extraction of knowledge from data) are 
hermetically separated. 

2. Every data creation or modification is done under the system’s supervision. 



Data manipulation is indeed entirely controlled by the system in a mostly automated way. Users interact with it through 
graphical user interfaces (GUIs) or by programming scripts using the authorized application programing interface (API) 
only, and register them in the system which will handle their execution. This leads to a completely parametric process, 
where each user-defined item (data entity definition, configuration parameter, algorithm) is dependency and version 
controlled, allowing the fulfillment of the following requirements: 

1. Reliability: no human or programming error can affect and crash the whole system.  

2. Efficiency: when an algorithm is changed or an information manually coded, only the data which depend on 
those is recalculated, avoiding evaluating again time consuming algorithms. 

3. Quality, consistency and traceability: every action, creation of a new variable, registration or execution of a 
script is recorded, resulting in a self-documenting system where the entire dataset is computed in a consistent 
way.  

4. Interactivity: although the framework is a very strict environment, it provides support for visualization and 
interaction with data, allowing the manipulation of events or the more general evolution of the complete 
processing chain. 

5. Scalability: using MATLAB’s parallel computing toolbox, and thanks to the fact that each trip is processed 
independently from the others, calculations can be multithreaded on multicores machines and computing clusters. 

6. Genericity: since the framework completely handles data management, the scripts which are developed by 
analysts to compute the reduced dataset are totally free of this low level tasks and only describe computations on 
physical values. This allows using them later in a totally different context. Conversely, the framework is completely 
free of any experiment-specific code. Experiment specificities are implemented by meta data (description of 
variables, configuration files) and user scripts registered in the system. Hence, the framework can as well be 
reused for any similar experiment.  

IMPLEMENTATION 

 

Figure 2. IT infrastructure supporting data processing operations. 

The processing framework is mostly implemented in MATLAB, with some additional modules programmed in C#. The 
same software is used on client machines to prototype treatments and interact with data, and on servers to perform 
massive batch processing. It handles two kinds of data, which are stored in a database: 



Trip data: it corresponds to the original data, as well as the data which is derived from it during data processing. This data 
is stored as different objects (signals, events, situations). They all have their specificities and the framework provides 
functionnalities to manipulate them.  

Meta data: it specifically corresponds to the trip data model, which is the description of all the objects in trip data, as well 
as the relationships between them (for instance : which script is used to compute which data object)  

The framework can either connect to a dedicated Relational Database Management System (currently, MySQL and 
ORACLE are supported), or, for smaller projects (up-to 50000 trips), an integrated MATLAB files-based system has been 
developed, allowing working locally on a single computer. A mechanism to extract a subset of data in a separate database 
allows easy transfer of a complete working environment which can be handed to a researcher to prototype new 
treatments even if he doesn’t have access to the full IT infrastructure on which the complete dataset is managed. 

The framework itself is composed of the following modules:  

1. Core library, which contains: 

a. A very complete application programming interface, to program functions interacting with trip data and 
meta data entities, and a number of utilities which are used across the framework. 

b. All the automated data handling mechanisms, and in particular the enricher. The enricher is the piece 
of software which automatically performs all calculations necessary to compute or refresh aggregated 
data corresponding to a single trip, using the user scripts which were registered in the trip data model. 
 
All calculations are performed using MATLAB, which allows both user scripts and the underlying 
framework to benefit from the power of functionalities available in the base package but also in other 
toolboxes1. 

c. A database interface, which manages all interactions with both database types, and ensures data 
consistency at all times. 

2. The Experiment builder is a graphical user interface which allows performing all modifications in the data model 
(adding a new data entity, registering a new script...). It also gives access to user scripts, as well as their versions 
history, allowing going back in time, and can provide a graphical overview of data entities dependencies. 

 

3. The Trips Explorer is a very powerful tool to search for specific trips, using filters, sort them, and access the 
corresponding data or test some algorithms on them. Filters are based on standard status information for each 
trip (configuration, date, origin, error or warning...), but also on any kind of data which has been declared in the 

                                                      
1 The framework itself only requires the Signal Processing Toolbox, and as an option uses on the Parallel Computing 
Toolbox to parallelize processing of several trips. 



Trip Data Model and created by the user during the analysis. It is therefore possible to search for trips where 
general attributes meet certain requirements, or which contain a specific kind of event, where an event attribute 
has such or such value... Selecting a trip in the filtered list, the user can trigger local execution of the enricher on 
it, or access to visualization and manual annotation of its data. 

 

The Trips Explorer also allows visualizing attributes of the processing (versions used in the last processing session, 
number of warning and errors…), and gives access to logs recorded during each process session. From there, in the 
occurrence of a processing error inside a user script, it is possible to directly jump to this script, where a breakpoint is 
automatically inserted where the error occurred, and launch the enricher on this specific trip. This process allows very 
quick iterations to debug scripts and make them reliable in every driving context. 
Finally, from the Trips Explorer, the user can generate a list of trips (corresponding to a random or filtered-defined 
extraction) and either export a smaller dataset for offline work, or launch batch processing on them and get the 
corresponding aggregated data tables. 

4. The Trip Data Viewer  

 

The Trip Data Viewer allows simultaneous visualization of all trip-related data. It includes : 

• Frame-precise synchronization between time-history data, video, and digital map 



• Tools to explore aggregated data (for instance, it is possible to jump at an event or situation by clicking on its icon 
on the map or its instance in a list, and explore the corresponding attributes or performance indicators). 

• Tools to modify some attributes or add some annotations. 

Being tightly integrated together, those modules allow managing the workflow described below.  

WORKFLOW 

The following use cases are part of a largely automated and assisted workflow: 

• Initialization of processing and data storage: using the Experiment Builder, data entities (signals) which 
correspond to the data acquired are defined in the trip data model. The Database Interface automatically creates 
a relational database with tables which correspond to the defined data entities, ready to store acquired data. 

• Registration of new scripts: after some user scripts have been programmed, the data entities (signals, events, 
situations, performance indicators…) which will receive the results of the computations are created in the trip data 
model. The scripts are then declared in the data model as well, and their input and output variables are linked to 
the corresponding data entities. It is then possible to locally run the enricher on some trips, to validate the effects 
of user scripts. When scripts are sufficiently mature, the registration is validated. At that point, automatic 
enrichment and upload (see below), if active, is stopped. The database structure is adapted by the Database 
Interface to the new data model. Once this is finished, automatic enrichment and upload resumes. Automatic 
refreshing of previously uploaded data starts (see below). 

• Modification of scripts. If some scripts are modified, a very similar use case takes place. 

o If trip data model modifications are necessary (for instance: definition of a new variable), they are 
declared, any automatic processing (enrichment & upload or refreshing) is stopped, the database is 
adapted, and processing then resumes. 

o If data structure isn’t changed, automatic processing just continues, but using the new scripts to either 
enrich new trips or refresh those which were already in the database. 

• Enrichment is the use case implemented by the enricher, which is applied trip per trip. Using the trip data model, 
in particular the relations between user scripts and data entities, a dependency graph and an execution plan are 
automatically built. Then, using the version control mechanism which is part of the trip data description, it is 
automatically decided for the trip being processed which scripts need to be executed. This means that for each 
trip, especially for those which where already processed with previous versions of scripts, only the scripts which 
have been modified, and those below in the dependency graph, will be executed, preventing unnecessary re-
computing of already up-to-date data. 

• Automatic enrichment and upload corresponds to calling the enrichment use case for each new trip being 
provided to the system, and upload the resulting enriched trip in the database. 

• Automatic refreshing. In this use case, all trips in the database which are not up-to-date are listed. They are 
then downloaded from the database, run through the enricher, and uploaded back in the database. 

• Automatic enrichment and upload, and automatic refreshing, are both background tasks which continuously 
run as long as new trips are being provided, or as long as some trips in the database are still not up-to-date. 

In addition to this automated workflow, manual interactions with data (search, visualization, annotation, modification) are 
provided by the Trips Explorer and Trip Data Viewer, which were briefly described. 

CONCLUSION 

We have described the process in which data from separate trips is processed and transformed into a structured dataset. 
Thanks to the software which has been implemented, this process is carried out in a most efficient way: stability and 
quality control are enforced, while unnecessary calculations are avoided. Low level tasks such as data management are 
automated and separated from the more scientific tasks independently implemented in algorithms, which greatly eases 
their debugging and reusability. In the end, this results in a relational database, which allows the analyst, for each 
hypothesis, to get relevant information from all trips at once. 



This system is currently used with success to analyze data from the EUROFOT project, coming from hundreds of 
instrumented vehicles, both in France and Germany. 
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